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Identify all Objects in an Image



Sliding Window Parametrization

low dimensional parametrization of bounding box
(left, top, right, bottom)



Compatibility Function

We use the notation y ∈ Y to denote an instance of a tuple
(l, t, r, b) specifying a bounding box
x ∈ X specifies an image in the space of possible images

We assume a training procedure for a compatibility function

f : X × Y → R

Localization for a given image, x, is achieved by computing

argmax
y∈Y

f(x, y)
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Joint Kernel Maps

For tractability we assume our objective is of the form:

f(x, y) = 〈w, φ(x, y)〉

for some feature function φ

This feature function can be implicit in a joint kernel that
measures the similarity between (sample, label) pairs

k : (X × Y)× (X × Y)→ R

This yields a compatibility function of the form

f(x, y) =
∑

i
αik ((x, y), (xi, yi))



Joint Kernel between Images and Boxes: Restriction
Kernel

Note: x |y (the image restricted to the box region) is again an
image.
Compare two images with boxes by comparing the images within
the boxes:

kjoint((x, y), (x′, y′)) = kimage(x |y, x′ |y′)

Any common image kernel is applicable:
I linear on cluster histograms: k(h, h′) =

∑
i hih

′
i,

I χ2-kernel: kχ2(h, h′) = exp
(
− 1
γ

∑
i

(hi−h′
i)

2

hi+h′
i

)
I pyramid matching kernel, ...

The resulting joint kernel is positive definite.



Restriction Kernel: Examples
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could also be large.
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The restriction kernel is like having tunnel vision
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Global and Local Context Kernels

Augment restriction kernel with contextual cues
Global context kernel:

kglobal( (xi, yi), (xj , yj) ) = kI(xi, xj)

Local context kernel:

klocal( (xi, yi), (xj , yj); θ) = kI(xi|Θ(yi), xj |Θ(yj))

Putting it all together:

k( (xi, yi), (xj , yj) ) = β1krestr( (xi, yi), (xj , yj) )
+ β2klocal( (xi, yi), (xj , yj) )
+ β3kglobal( (xi, yi), (xj , yj) )

β can be learned using multiple kernel learning
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Local Context Kernel

Define local context as region between bounding box (l, t, r, b) and

Θ(y) = (l − θ(r − l), t− θ(b− t), r + θ(r − l), b+ θ(b− t))

The spatial extent of a local context kernel is indicated by the
shaded region

Model the statistics of an object’s neighborhood
Don’t model the statistics of the object itself
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Efficient Object Localization

Problem: Exhaustive evaluation of argmaxy∈Y f(x, y) is too slow.
Solution: Use the problem’s geometric structure.

Similar boxes have similar
scores.
Calculate scores for sets of boxes
jointly (upper bound).
If no element can contain the
object, discard the set.
Else, split the set into smaller
parts and re-check, etc.

⇒ efficient branch & bound algorithm



Branch & Bound Search - CVPR 2008, PAMI 2009

Form a priority queue that stores
sets of boxes.

Optimality check is O(1).
Split is O(1).
Bound calculation depends on
quality function. For us: O(1)

n×m images: empirical performance O(nm) instead of O(n2m2).
no approximations, solution is globally optimal



Sets of Rectangles

Branch-and-Bound works with subsets of the search space.

Instead of four numbers y = [l, t, r, b], store four intervals
Y = [L,T,R,B ]:

L = [l, l]
T = [t, t]
R = [r, r]

B = [b, b]



Branch-Step: Splitting Sets of Boxes

rectangle set Y = [L, T, R, B]

[L, T, R1, B] with R1 := [r, b r+r
2 c] [L, T, R2, B] with R2 := [b r+r

2 c+1, r]



Bounds for Global and Local Context Kernels

Bound the weighted sum of kernels by a weighted sum of bounds
Restriction kernel - CVPR 2008, PAMI 2009
Global context kernel does not depend on y

Local context: outer box is a function of the inner box - propagate
uncertainty about boundaries of inner box through to the outer
box:

Θ(Y ) =
([

l − θw, l − θw
]
,
[
t− θw, t− θh

]
,

[r + θw, r + θw] ,
[
b+ θh, b+ θh

])
,

where w = r− l, h = b− t, w = max(0, r− l) and h = max(0, b− t)
For linear kernel

f̂local(x, Y ; θ) = Θ(Y )+
max + Θ(Y )−min − Y +

min − Y −max.
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Parameter Settings

θ =
√

2
2

VOC datasets

SURF descriptor

χ2 kernel for global context

Linear bag of words kernel for restriction and local context



Results

bicycle bus car cat dog cow horse
learned 0.410 0.253 0.268 0.415 0.332 0.286 0.206
fixed 0.429 0.177 0.263 0.251 0.178 0.194 0.167
no context 0.396 0.100 0.145 0.259 0.170 0.118 0.165



Conclusions

Local and global context can be incorporated in a joint kernel
framework

Context kernels are very helpful if they are learned appropriately

By defining local context kernels relative to a bounding box, we are
able to use an efficient branch-and-bound scheme for localization

I maintain a low dimensional parametrization of the search space
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Thanks

Questions?
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