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Why Deep Learning?

To model high-level abstractions in data by using architectures composed
of multiple non-linear transformations.
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Figure 2. Outline of the DeepFace architecture. A front-end of a single convolution-pooling-convolution filtering on the rectified input, followed by three
locally-connected layers and two fully-connected layers. Colors illustrate feature maps produced at each layer. The net includes more than 120 million
parameters, where more than 95% come from the local and fully connected layers.

layer. We interpret these first layers as a front-end adaptive
pre-processing stage. While they are responsible for most
of the computation, they hold very few parameters. These
layers merely expand the input into a set of simple local
features.

The subsequent layers (L4, L5 and L6) are instead lo-
cally connected [13, 16], like a convolutional layer they ap-
ply a filter bank, but every location in the feature map learns
a different set of filters. Since different regions of an aligned
image have different local statistics, the spatial stationarity
assumption of convolution cannot hold. For example, ar-
eas between the eyes and the eyebrows exhibit very differ-
ent appearance and have much higher discrimination ability
compared to areas between the nose and the mouth. In other
words, we customize the architecture of the DNN by lever-
aging the fact that our input images are aligned. The use
of local layers does not affect the computational burden of
feature extraction, but does affect the number of parameters
subject to training. Only because we have a large labeled
dataset, we can afford three large locally connected layers.
The use of locally connected layers (without weight shar-
ing) can also be justified by the fact that each output unit of
a locally connected layer is affected by a very large patch of
the input. For instance, the output of L6 is influenced by a
74x74x3 patch at the input, and there is hardly any statisti-
cal sharing between such large patches in aligned faces.

Finally, the top two layers (F7 and F8) are fully con-
nected: each output unit is connected to all inputs. These
layers are able to capture correlations between features cap-
tured in distant parts of the face images, e.g., position and
shape of eyes and position and shape of mouth. The output
of the first fully connected layer (F7) in the network will be
used as our raw face representation feature vector through-
out this paper. In terms of representation, this is in con-
trast to the existing LBP-based representations proposed in
the literature, that normally pool very local descriptors (by
computing histograms) and use this as input to a classifier.

The output of the last fully-connected layer is fed to a
K-way softmax (where K is the number of classes) which
produces a distribution over the class labels. If we denote

by ok the k-th output of the network on a given input, the
probability assigned to the k-th class is the output of the
softmax function: pk = exp(ok)/

P
h exp(oh).

The goal of training is to maximize the probability of
the correct class (face id). We achieve this by minimiz-
ing the cross-entropy loss for each training sample. If k
is the index of the true label for a given input, the loss is:
L = � log pk. The loss is minimized over the parameters
by computing the gradient of L w.r.t. the parameters and
by updating the parameters using stochastic gradient de-
scent (SGD). The gradients are computed by standard back-
propagation of the error [25, 21]. One interesting property
of the features produced by this network is that they are very
sparse. On average, 75% of the feature components in the
topmost layers are exactly zero. This is mainly due to the
use of the ReLU [10] activation function: max(0, x). This
soft-thresholding non-linearity is applied after every con-
volution, locally connected and fully connected layer (ex-
cept the last one), making the whole cascade produce highly
non-linear and sparse features. Sparsity is also encouraged
by the use of a regularization method called dropout [19]
which sets random feature components to 0 during training.
We have applied dropout only to the first fully-connected
layer. Due to the large training set, we did not observe sig-
nificant overfitting during training2.

Given an image I , the representation G(I) is then com-
puted using the described feed-forward network. Any feed-
forward neural network with L layers, can be seen as a com-
position of functions gl

�. In our case, the representation is:
G(I) = gF7

� (gL6

� (...gC1

� (T (I, ✓T ))...)) with the net’s pa-
rameters � = {C1, ..., F7} and ✓T = {x2d, ~P ,~r} as de-
scribed in Section 2.

Normaliaztion As a final stage we normalize the fea-
tures to be between zero and one in order to reduce the sen-
sitivity to illumination changes: Each component of the fea-
ture vector is divided by its largest value across the training
set. This is then followed by L2-normalization: f(I) :=

2See the supplementary material for more details.

a

Speech recognition: Android voice recognition (25% reduction) b

Natural language processing: Machine translation, Matching short text

a
Taigman et al., DeepFace: Closing the Gap to Human-Level Performance in Face Verification

b
http://www.wired.com/2013/02/android-neural-network/
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Problems & Shortcoming

1 Sample-specific annotations are always required

2 Ineffectively handle sparse side information

Side information

More flexible: Similarity/dissimilarity constraints

Greatly mitigates the workload of annotators
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dissimilarity constraints, i.e., the supvervised hashing learning;

Bridge is used to connect Main Network and Auxiliary Network by enforcing the
correlation of their parameters.
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Main Network

A sparsity-encouraging variant of autoencoder.

Input: 

Hidden: 

Reconstruction: 

Encoder z = f (x) = Sf (Wx + b)

Decoder x̂ = g(z) = Sg (W′z + b′)

Reconstruction Error L(x, x̂) = ‖x− x̂‖2

Objective arg min
φ

∑
x∈X L(x, x̂) + λ‖W‖`1

φ = {W, b, b′}, W′ = WT .
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Auxiliary Network

Hashing representation h = H(x) = sgn(Px + t)

Original objective J (P) =
K∑

k=1

{
1
|M|

∑
(xi ,xj )∈M

hk(xi )hk(xj)− 1
|C|

∑
(xi ,xj )∈C

hk(xi )hk(xj)

}
Relaxations H(Xl) = sgn(PXl) is replaced by PXl

Ωij =


1× 1

|M| , (xi , xj) ∈M,

−1× 1
|C| , (xi , xj) ∈ C,

0, otherwise.

Relaxed objective

arg max
P

1

2
tr{PXlΩXT

l PT},

subject to PPT = I.

The balancing and pairwise decorrelation constraints can help generate
good hash codes in which bits are independent and each bit maximizes
the information by generating a balanced partition of the data. They are
replaced by the orthogonality constraints.
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Bridge: Mixed Objective

arg min
φ,P

αJAE (φ) + (1− α)JSH(P) +
ε

2
‖P−W‖2

F + λ‖W‖`1

subject to PPT = I.

where ε is a correlation coefficient between P and W, λ is sparsity (L1) penalty ratio, α ∈ [0, 1]
is a guiding coefficient, and linearly blends the following two objectives:

JAE (φ) =
∑
x∈X

L(x, x̂) =
1

2

∑
x∈X

‖x− x̂‖2,JSH(P) = −
1

2
tr{PXlΩXT

l PT }.

Alternative Optimization with Stochastic Gradient Descent

Fix φ, Update P

P← P− η ∂J
∂P

P← (PPT )−
1
2 P (Orthogonal projection)

Fix P, Update φ

φ← φ− η ∂J
∂φ

where η is learning rate, J is the above objective function.
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Extensions: SUGAR with Various Autoencoder

SUGAR with Denoising Autoencoder

arg min
φ,P

αJDAE (φ) + (1− α)JSH(P) +
ε

2
‖P−W‖2

F + λ‖W‖`1 , (1)

subject to PPT = I.

where JDAE (φ) =
∑

x∈X Ex̃∼q(̃x|x)

[
L(x, ̂̃x)

]
.

SUGAR with Contractive Autoencoder

arg min
φ,P

αJCAE (φ) + (1− α)JSH(P) +
ε

2
‖P−W‖2

F + λ‖W‖`1 , (2)

subject to PPT = I.

where JCAE (φ) =
∑

x∈X

(
L(x, x̂) + µ‖Jf (x)‖2

F

)
.
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Deep SUGARs

Layer-wise Training

After training, the feedback decoding modules g and the encoder modules h with the
corresponding classifier modules (all dashed lines) are discarded and the system is used
to produce very compact representations by a feed-forward pass through the chain of
encoders f .
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Experiments: Datasets

MNIST: well-known digit classification problem, http://yann.lecun.com/exdb/mnist

Benchmark classification tasks: http://www.iro.umontreal.ca/~lisa/icml2007

Variations on MNIST
Discrimination between tall and wide rectangles
Recognition of convex sets

Table 1 : Datasets

Data Set Train Valid. Test Class
MNIST 50000 10000 10000 10
Rectangles 1000 200 50000 2
RectImg 10000 2000 50000 2
Convex 7000 1000 50000 2
MNISTBasic 10000 2000 50000 10
MNISTRot 10000 2000 50000 10
MNISTRand 10000 2000 50000 10
MNISTImg 10000 2000 50000 10
MNISTRotImg 10000 2000 50000 10

J.B. Zhang et al. SUGAR KDD2014 11 / 17
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Baseline methods

SVM

SVM-RBF: SVM with RBF kernels
SVM-Poly: SVM with polynomial kernels

NNet: Feed-forward neural network

GSM: Gated softmax classifier

NonGSM: Non-factored gated softmax classifier

SAA: Stacked Autoassociator Network

RBM: Restricted Boltzmann Machine

J.B. Zhang et al. SUGAR KDD2014 12 / 17
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Performance Evaluation: Shallow Architecture on MNIST

Effect of Different Factors
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(c) Sparsity Penalty

Filters learnt from MNIST with various sparsity
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Figure 1 : Filters learnt by HGAE from MNIST with various sparsity of W.
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Performance Evaluation: Shallow Architecture

Guidance to Autoencoder Variants (DAE and CAE)
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Figure 2 : Guiding ability on autoencoder variants
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Deep Architecture on Benchmark Classification Tasks
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Figure 3 : Classification error rates

Dataset/Model: SVM-RBF SVM-Poly NNet GSM NonGSM SAA-3 RBM SUGAR-3
Rectangles 02.15 02.15 07.16 0.83 0.56 02.41 04.71 03.49
RectImg 24.04 24.05 33.20 22.51 23.17 24.05 23.69 22.55
Convex 19.13 19.82 32.25 17.08 21.03 18.41 19.92 17.00
MNISTBasic 03.03 03.69 04.69 03.70 03.98 03.46 03.94 03.47
MNISTRot 11.11 15.42 18.11 11.75 16.15 10.30 14.69 9.53
MNISTRand 14.58 16.62 20.04 10.48 11.89 11.28 09.80 11.40
MNISTImg 22.61 24.01 27.41 23.65 22.07 23.00 16.15 20.65
MNISTRotImg 55.18 56.41 62.16 55.82 55.16 51.93 52.21 49.40
Average 18.98 20.27 25.63 18.23 19.25 18.11 18.14 17.19

J.B. Zhang et al. SUGAR KDD2014 15 / 17



Motivations SUGAR Experiments Conclusions

Conclusions

Proposed model: SUGAR

SUGAR incorporates both week supervision (pairwise constraints) or strong supervision
(labeled) into Autoencoder framework

It is demonstrated that both semi-supervised and supervised SUGAR is consistently more
accurate than unsupervised autoencoder

Potential Application Areas

1 Handwriting Recognition

2 Domain Adaptation

3 Telecommunication Data Mining

4 Others

Multi-source data
Few Labeled data

Codes will be available at http://kdd2014.noahlab.com.hk/sugar.
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